The fanless spinning heatsink: your questions answered
by the inventor

By Sebastian Anthony on July 19, 2011 at 6:56 am

After we covered the fanless, dust and detritus-immune heat exchanger [1] last week, we were inundated with
questions about the new technology. How does it work? Does it really use a thin layer of air to transfer heat — and if
so, how can that possibly be better than copper or thermal grease? Is it really immune to dust, or are you just being
hyperbolic? Are you sure that it can actually save 7% of annual electricity consumption in the US?

Fortunately (and rather heroically) Jeff Koplow, the inventor of the Air Bearing Heat Exchanger, gathered up almost
every single one of your questions and emailed his answers to ExtremeTech [2]. Suffice to to say, the email he sent
was large; 3,500 words large. We're not going to paste the entirety of the exchange here on the website — instead,
we’ve done our best to squeeze your questions and his answers into an easily-readable format. Read on, to find out
whether the fanless spinning heatsink is really as awesome as it sounds.

Question: Is the Air Bearing Heat Exchanger actually immune to dust and detritus?

Jeff Koplow: | did not mean to imply that there is literally no dust fouling; some dust accumulation
eventually becomes visible to the naked eye on the very leading edge of the blades. The point is that
dust fouling is reduced to such a large extent that we are unable to detect any degradation of cooling
performance operating the device in a relatively dirty environment over an extended period of time. Thus
for all intents and purposes the dust fouling problem has been taken off the table. In contrast, with
conventional CPU coolers, eventually the entire heat exchanger surface becomes entombed in dust. |
suppose there are some applications in which computers are operated in extremely dusty environments
that might be too much for the heat-sink-impeller. This is common sense. In trying to figure out a way
around the longstanding problem of CPU cooler dust fouling, | was thinking in terms of residential and
commercial environments where the vast majority of PCs are found.

Q: Surely a heavy, metal impeller is dangerous?

JK: Any real world device would include a screen, grill, or other form of protective enclosure. Such
protective measures are widely used on conventional fans. We photographed our device without an
enclosure so that it would be easier for people to see what it looks like. Having said that, nothing
happens when you place your finger in contact with the rotating heat-sink-impeller. If feels like running
your hand along a picket fence. This would not be the case if the fins used a forward-swept, rather than
backward-swept geometry.

Q: Why is the heatsink impeller so quiet?

JK: What it boils down to is that you've got a lot more flexibility with regard to blade geometry than you
do with a fan. That means you are free to design the blade geometry to smoothly split and smoothly
rejoin the flow field at the impeller entrance and exit; the device architecture allows you to decouple the
engineering constraints of adequate air flow and low noise. | regret that we have not made dBA
measurements yet. This turns out to be difficult when if the sound lewels are extremely low because of
background noise. | was told Sandia has an anechoic chamber that we might be able to use. It hasn’t
been our top priority because we’re not encountering problems with noise, but these measurements will
get done.



Q: Do small particles clog the air gap region, and if so, do they inevitably gum up the air-bearing
interface?

JK: No, for two reasons:

The first reason is that the direction of air flow at the periphery of the rotating heat-sink-impeller is
radially outward. Dust and other particulates are therefore directed away from the air gap. This is the
only possible point of entry into the air gap, because in subsequent versions of the device we enclosed
the rotor of the brushless motor to prevent the ingress of dust and other foreign matter at the flow intake
region. Obviously particles of diameter > 0,001" can’t enter the air gap region because they won't fit.

The second reason we never see dust accumulating in the air gap is that if a particulate were to enter
the air gap, it would be swept outward by centrifugal (to an observer in the rotating frame) force. The
reason is that a particle of any appreciable size cannot simply settle down and get comfortable on the
stationary base plate. The tangential velocity of the air flow in the gap region is zero only right at the
surface of the base plate. A particle sitting on the base plate protrudes up into the region of non-zero
flow rate and is thus carried along in the tangential direction. Because such particles are denser than
the surrounding air, they experience a much larger centrifugal force than the surrounding air, and thus
are flung outwards and expelled.

Q: The “Thermal Brick Wall” is at 4GHz, not 3GHz...

JK: My point is that if you introduce a drastic improvement in thermal management technology,
whatever the number for thermal brick wall may be, it gets pushed a lot higher. In researching this
question, | came to the conclusion that 3 GHz is typical of high-end mass-marketed machines, such as
those used in the commercial and residential sector. | work for the Department of Energy, so my focus
on mass-marketed machines reflects an interest in the broader impact that this new technology could
have. |didn't mean to ignore the people who are at the upper end of the performance spectrum. |
believe air bearing heat exchanger technology will prove useful to them as well.

Q: The thermal spreading resistance will be very high with a solid baseplate and an intense heat source
like a CPU...

JK: As with other CPU coolers, you deal with this problem by incorporating a heat pipe. The base plate
of our version 3 device has a built-in planar heat pipe.

Q: Why did the white paper not include an actual A/B test to showcase the relative performance of the
new Air Bearing Heat Exchanger?

JK: We are in the process of setting up such a demo. It needs to be kept in mind that the purpose of
these proof-of-concept experiments was to test the hypothesis that the different heat transfer scheme
used in this new device architecture ought to be capable providing greatly improved performance. The
evidence strongly supports this conclusion, but recognizing this requires some thought because we'’re
not yet talking about a mature technology or an application-ready prototype.

Q: How did you calculate that the US would use 7% less electricity if we used the Air Bearing Heat
Exchanger?

JK: The vast majority of the energy saving would come from applications such as air conditioning and



refrigeration, not electronics cooling. But such energy sector applications will only materialize if air
bearing heat exchanger technology proves amenable to size scaling. We are in the process of
evaluating this question. There are references in the white paper as to where the electricity
consumption figures came from. We recently increased our estimate of potential energy savings from
5% to 7% because of progress we made in the lab. 7% doesn’t sound like a lot, until you consider that
the annual electricity bill for the entire US is about 250 billion dollars a year. The amount of electricity
saved will also depend on the extent to which air bearing heat exchanger technology can help resolve
the LED thermal management problem in solid state lighting. In a typical LED bulb, the LEDs could be
run a lot brighter if you could keep them cool. As efficient as LEDs are, typically 80% of the electrical
power they use is converted to heat inside the LED die.

Q: | am uncertain about the practicality of the 0.001-inch air gap in a mass-produced product...

JK: That’s certainly understandable, and it was one of the first things we investigated. After all, if the
requirement for a small air gap precludes the possibility of low-cost manufacturing, reliability, etc. then |
would be the first to agree that all of this is a pointless exercise. The end-of-project report has a
discussion of why this is not the case. Basically what it boils down to is three things:

a) 0.001” sounds like a very small number. Unless you have experience with CNC machining [3] and
other modern fabrication techniques, it would be reasonable to speculate that the required tolerances
for flatness and surface quality are a deal breaker. This turns out not to be true. In practice, achieving
sufficient flatness and surface quality (on a CNC milling machine for example) is quite straightforward.

b) The other point is that the air gap distance is not maintained by holding tight mechanical tolerances.
There is a negative feedback in air bearings that provides a passive stabilizing effect. For example,
imagine | pushed down on the air bearing, such that the air gap distance was reduced by 10%, and
then released it. The smaller the gap distance, the higher the pressure generated by air bearing (this
applies to both hydrostatic and hydrodynamic gas bearings). This increases the upward force acting on
the heat-sink-impeller, which acts to return it to its original height. The air bearing basically behawve like
a very thin, very stiff, compression spring.

¢) The latter point might sound counter-intuitive, but indeed air bearings are extremely mechanically
stiff, rugged and reliable. This is also discussed the report. Briefly, the effective spring constant
(change in force per unit change in length), k, is given by k = dF/dh, the first derivative of force (F) with
respect to height (h). Force is just pressure (P) times area (A), so for the stiffness of the compression
spring we hawve k = A (dP/dh). It turns out dP/dh is a very large number; the pressure in the air gap
region is very sensitive to a change in air gap distance. That for instance is why an air hockey puck
that’s floating 0.001” above the surface of an air hockey table will very reproducibly return to an “altitude
of 0.001” if you take it off the table and then put back on the table. And if we increase the temperature
of the room in which the air hockey table resides, it expands slightly, increasing the height of the air
hockey table surface with respect to the floor it’s sitting on. But this doesn’t throw off the gap distance;
the air hockey puck simply goes along for the ride and remain separated by 0.001” from the surface of
the air hockey table.

”

Q: And such a device can be manufactured cheaply enough for the mass market?

JK: We are converging on cold forging as the best route to low cost fabrication. We understand that if
we can'’t drive the cost down that air bearing heat exchanger technology will have little impact.



Read on for more technical details about the fanless heatsink [4].

Q: Why do you intentionally introduce an air gap (an insulator!) between the CPU and the heatsink? Surely
thermal grease or something more conductive would be better?

JK: Qualitatively this sounds like a persuasive argument. But as discussed in the report, quantitatively,
the numbers (gap distance, gap area, thermal conductivity of air, enhancement of conductivity by
convection) work out quite well. For a 10 cm diameter device, an air gap resistance of 0.02 C/W is
certainly feasible. | read one comment a couple of days ago where someone asserted that the laws of
thermodynamics state that air is an insulator. The key thing to keep in mind that it’'s a matter of degree.
Air isn’t incapable of conducting heat. Moreover, the violent shearing of the air residing in the gap
region between the stationary and rotating surfaces generates substantial convection. In fact, in later
version we're experimenting with the introduction of surface textures that do a better job of disturbing
the air to promote convective heat transfer than when you simply have two smooth surfaces.

Some commenters suggested filling the air gap region with some kind of thermally conductive fluid.
This seems logical, but the problem is that frictional shearing losses become prohibitively large even at
low rotation speeds. It’s not that it wouldn’t work at all, but that it wouldn’t work very well; thermal
conductivity is important, but so is viscosity. If you can’t spin the heat-sink-impeller reasonably fast,
you don’t get much of a boundary layer thinning effect.

Q: Surely moving air and a stationary heat exchanger (a conventional heatsink) is ultimately the same as a
moving heatsink and stationary air?

JK: This is true for any type of motion in which there is zero acceleration. In the rapidly rotating frame
of reference of the heat-sink-impeller, volume elements of air that would normally linger in the boundary
layer experience a strong inertial force (that appears centrifugal in the rotating frame). It may sound
counterintuitive, but air at 1 atmosphere of pressure has non-negligible mass. The density of air is about
1 kilogram per cubic meter. Thus the force acting on a volume element of air (F = m a) is substantial if
you spin the heat sink fast enough.

Q: Does conduction through the heat exchanger’s motor shaft play a significant part in the device’s cooling
effect?

JK: No.
Q: Those arrows on the periphery of the heatsink impeller... they’re backwards!

JK: | apologize for this confusion. The arrows are meant to indicate the direction of air flow (clockwise,
looking down from above the heat-sink-impeller) through the device. The heat-sink-impeller rotates
counter-clockwise.

Q: If the fanless heatsink requires a hydrostatic air bearing, does that mean it requires a source of
compressed air to operate?

JK: As described in the report, in a real-world device you’d use a hydrodynamic (or self pressurizing) air
bearing. That's what we’re using now in versions 2 and 3. The use of a hydrostatic bearing in version 1
was an experimental convenience.



Q: With such a heavy, metal fan, are there problems with vibration and gyroscopic effects?

JK: The brushless motor spindle is what keeps the heat-sink-impeller centered on the base plate. We
don’t observe problems with vibration because the air bearing automatically provides very uniform
mechanical support of the heat-sink-impeller. Gyroscopic effects are not a problem because unless
you really go out of your way to spin your computer rapidly about an axis perpendicular to the air
bearing axis (say, by mounting it on some kind of high-speed turn table), the forces generated are very
small. Slow rotation generates very little gyroscopic torque because the magnitude and direction of the
torque vector is given by the first derivative of the angular momentum vector with respect to time. The
heat-sink-impeller is a monolithic piece of aluminum operated at stress lewels far below its yield
strength, so we don’'t have to worry about it flying apart. There’s nothing special about the aluminum
alloy we used. We used 7075 aluminum because that’'s what we had on hand. In the future we will use
6063 aluminum because it provides somewhat better thermal conductivity (I did not know that at the
time).

Q: Is 0.2°C/W really groundbreaking? There are other heatsinks on the market that perform similarly.

JK: The key point is that we’re moving 30 times more heat per unit (heat exchanger) surface area than
a conventional heat sink. Apparently the physical process used in the air bearing heat exchanger is a
much better way to get the heat transferred from the metal fins to the surrounding air. The version 1
prototype is badly unoptimized. Imagine what will happen when you increase the surface area of the
fins. Do you think the thermal resistance will remain at 0.2°C/W?

Q: Despite its inherent efficiency, doesn’t the motor itself use too much power?

JK: We expect to have 5 W of motor power consumption in the mature prototype (Right now the figure
is just over 6 W.). Is the difference between 3.5 W and 5 W significant when the CPU itself consumes
150 W of power? In my judgment it is not, but it is certainly possible to argue otherwise. We anticipate
having to use of order 1 Watt of mechanical power for thermal management of a compact, 2000 lumen
LED bulb.

Q: Does the air bearing heat exchanger only work in a horizontal orientation? Or are other angles
possible?

JK: As discussed in the white paper, a downward restoring force many times that of the gravitational
force acting on the mass of the heat-sink-impeller is generated by attractive interaction of the
permanent magnet rotor and the high magnetic permeability stator. For this reason the device can
operate in any orientation and the air gap varies little as a function of orientation angle.

Q: Those performance results summarized in Figure 34, are they real or a simulated model?

If you read through this section, it explains that it’s a system model that was constructed from
laboratory data for the version 1 device, and were appropriate, simple calculations.

Q: Why does the white paper not list any fan curve (P-Q curve) for the heatsink impeller system?

JK: The thing you need to remember is that typical values for required volumetric air flow rate apply
when using the traditional heat-sink-fan-air interaction scheme, which as discussed in the report,
utilizes very little of the heat carrying capacity of the air. Volumetric flow rate is not an end in and of



itself. The goal is to provide low thermal resistance from the heat load to the surrounding air.
Q: The white paper read a little bit too much like an advertisement, too...

JK: To the extent that’s true; | apologize. On the other hand many felt the white paper was well written,
which proves you can’t please everyone. Please don’t mistake enthusiasm for salesmanship. Air
bearing heat exchanger technology will succeed or fail on the basis of its merit.

Q: I’'m still skeptical about the whole thing. It seems too good to be true.

Anyone who is skeptical is free to reproduce our results. In fact, recently a private company with
extensive expertise in fluid dynamic modeling of turbo-machinery conducted their own independent
analysis. They came to the same conclusion, air bearing heat exchanger technology really does stand
out compared to conventional CPU coolers. “Stand out” admittedly sounds vague. The problem is that
there are four performance metrics that matter: thermal resistance (or some other appropriate measure
of cooling performance such as maximum allowable clock speed at a given CPU die temperature), size,
noise, and electrical power consumption. There are tradeoffs between these four parameters that must
be evaluated on an application specific basis. Consider the extreme case of just a passive finned
aluminum heat sink with no fan. If you don’t care about size, such a passive heat sink is ideal because
it makes no noise, consumes no electrical power, and if you make it big enough, can provide a lot of
cooling power. Thus if you see a CPU cooler that provides 0.2°C/W and is extremely compact, for high
end applications, think in terms of a different design in which you make the trade-off of a device that is
less compact but has more cooling power.

Finally, in conclusion, Jeff Koplow reiterated that this white paper is based on their findings from version 1
of the Air Bearing Heat Exchanger — and they’re now working on version 2 and 3.

An important point to keep in mind is that the version 1 prototype device discussed in this report is
badly unoptimized. The main objective for version 1 was to test our hypotheses regarding the
advantages of such a device architecture. If things continue to go well in lab, | suspect eventually we'll
end up at about 0.05 C/W for a 10 cm diameter device that’s of order 3 cm high, operates at three to
four thousand rpm, is inaudible, and consumes about 5 watts of electrical power. But believe it when
you see it. There’s always risk involved in try to solve tough problems. We're giving it our best shot.
We're also working on alternative device geometries that may be capable of providing considerably
better performance.

We have asked Jeff for pictures (or a video!) of the latest version of the Air Bearing Heat Exchanger, and we’ll be sure
to post them when they become available.

Updated July 21 with an additional answer (re: dust particles) and a few minor edits
Endnotes

1. fanless, dust and detritus-immune heat exchanger: http://www.extremetech.com/extreme/89710-the-fanless-
spinning-heatsink-the-heatsink-is-the-fan

2. ExtremeTech: http://www.extremetech.com/contact

3. CNC machining: http://en.wikipedia.org/wiki/Numerical_control

4. Read on for more technical details about the fanless heatsink: http://www.extremetech.com/computing/90272-
the-fanless-spinning-heatsink-your-questions-answered-by-the-inventor/2
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